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Abstract
Effective tracking of degradation in machine tools or vehicle, ship, and aircraft engines is key to ensure their high utilization, effective
maintenance, and safety. Data from the built-in sensors can be used to build models that accurately predict the remaining useful life (RUL) of the
Effective tracking of degradation in machine tools or vehicle, ship, and aircraft engines is key to ensure their high utilization, effective
observed system. However, existing approaches often lack the ability to incorporate domain-specific knowledge in form of degradation models.
maintenance, and safety. Data from the built-in sensors can be used to build models that accurately predict the remaining useful life (RUL) of the
Abstract
This paper proposes a reinforcement-learning based approach for encoding the degradation model used for multi-objective adjustment of RUL
observed system. However, existing approaches often lack the ability to incorporate domain-specific knowledge in form of degradation models.
predictions. The approach is demonstrated with a case of RUL prediction for aircraft engines.
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2. Multi-objective adjustment of remaining useful life
predictions based on reinforcement learning

2.3. Proposed algorithm

The section begins with the formulation of the RUL
prediction problem. A brief description of reinforcement
learning is given, as is the key mechanism of the proposed
approach. The main body of this section then contains the
detailed description of the proposed approach.
2.1. RUL prediction problem formulation
Let 𝑋𝑋 be a sequence of system states of a run-to-failure
multivariate time series, and 𝑌𝑌 be the corresponding RUL
values:
𝑋𝑋 = [𝒙𝒙! , 𝒙𝒙" , 𝒙𝒙# , . . . , 𝒙𝒙$ ]

(1)

𝑌𝑌 = [𝑦𝑦! , 𝑦𝑦" , 𝑦𝑦# , . . . ,0] ; 𝑦𝑦%&! < 𝑦𝑦%

(2)

𝑦𝑦′% = 𝑓𝑓(𝒙𝒙% , 𝒙𝒙%'! , 𝒙𝒙%'" , 𝒙𝒙%'# , . . . , 𝒙𝒙%'( )

(3)

where the 𝑖𝑖-th RUL value (𝑦𝑦% ) corresponds to the 𝑖𝑖-th system
state (𝒙𝒙% ). The time series ends when a failure occurs, so the
last RUL value of the episode is 0 (𝑦𝑦$ = 0).
The objective is that the predictive model knows the relation
between the system states and the RUL values. The predictive
model gives the RUL prediction for the current system state
( 𝑦𝑦′% ) based on information about the current ( 𝒙𝒙% ) and
(optionally) previous (𝒙𝒙%'! , 𝒙𝒙%'" , 𝒙𝒙%'# ,..., 𝒙𝒙%'( ) system states:
In general, the objectives are to predict a failure before it
occurs, to estimate the RUL value as accurate as possible (to
facilitate maintenance planning), and not to predict the system
failure too early (to ensure high utilization).
2.2. Reinforcement learning
Reinforcement learning is a machine learning approach in
which an agent learns to optimize its actions by interacting with
its environment [10]. The basic principle is shown in Fig. 1.
Through repeating cycles of sensing the state of environment,
acting and receiving feedback on the actions in the form of a
reward, the agent is able to improve its action selection policy
to maximize its cumulative reward collected in a series of
consecutive steps.

Fig. 1. The agent–environment interaction in reinforcement learning.

The main idea of the approach is to first use a primary
regressor, i.e. a predictive model for regression tasks, and
adjust its predictions using a reinforcement learning agent.
When predicting a RUL value in the 𝑖𝑖-th system state, first,
a primary regressor on the basis of current and (optionally)
previous system states (𝒙𝒙% , 𝒙𝒙%'! , 𝒙𝒙%'" , 𝒙𝒙%'# , ..., 𝒙𝒙%'( ) estimates
the RUL value (𝑦𝑦%) ). Afterwards, the reinforcement-learning
agent adjusts the primary regressor's RUL estimation based on
its previous RUL estimation ( 𝑦𝑦′%'! ) and the primary
)
)
)
)
regressor's estimations 𝑦𝑦%) , 𝑦𝑦%'!
, 𝑦𝑦%'"
, 𝑦𝑦%'#
, ..., 𝑦𝑦%'*
:
𝑦𝑦%) = 𝑓𝑓 +,-+ (𝒙𝒙% , 𝒙𝒙%'! , 𝒙𝒙%'" , 𝒙𝒙%'# , . . . 𝒙𝒙%'( )

𝑦𝑦′% = 𝑓𝑓

.-,$/ (

)
)
)
)
)
, 𝑦𝑦%'"
, 𝑦𝑦%'#
, . . . , 𝑦𝑦%'*
𝑦𝑦′%'! , 𝑦𝑦%) , 𝑦𝑦%'!

(4)

(5)

where 𝑓𝑓 +,-+ and 𝑓𝑓 .-,$/ are the primary regressor's and agent's
prediction functions.
The reasons for using a primary regressor and adjusting its
predictions using a reinforcement learning approach based only
on information about the current and previous RUL predictions
of the primary regressor, are; firstly, taking advantage of the
existing powerful prediction algorithms (the proposed
approach is actually an upgrade of the existing RUL prediction
algorithms), and secondly, to allow a broad generalization of
the proposed approach and thus easy application, i.e. when
applying the proposed algorithm to a specific case, minimal
adjustments of the algorithm settings are required.
In the following subsections, the application of the
reinforcement learning approach, the structure of the input
dataset, and the individual steps of the proposed algorithm to
train and test a reinforcement learning agent are described in
more detail.
2.3.1. Application of the reinforcement learning approach
Single episode. Fig. 2 illustrates the basic principle of
applying the reinforcement learning approach within a single
episode. An episode begins with the primary regressor
predicting RUL for the system states 𝒙𝒙! , 𝒙𝒙" , 𝒙𝒙# , and so on.
When the primary regressor's RUL prediction value ( 𝑦𝑦 ) )
reaches or falls below the predefined value 𝑦𝑦′012)1 the agent
( 𝑦𝑦 3 ) starts predicting the RUL, and the agent's first RUL
estimation value is set to 𝑦𝑦′012)1 . After an agent starts
estimating RUL value, for each next state, it is closer to the
end-of-life (it moves one cycle or time unit to the left) and,
depending on the action chosen, 0, 1, or more cycles or time
units down. Fig. 2 illustrates these movements. Fig. 3 shows
the information available to an agent when selecting an action,
which consists of the agent's previous RUL estimation (𝑦𝑦′%'! ),
)
)
)
)
and current (𝑦𝑦%) ) and previous (𝑦𝑦%'!
, 𝑦𝑦%'"
, 𝑦𝑦%'#
, . . . , 𝑦𝑦%'*
) RUL
predictions of the primary regressor (see Eq. (5)). An episode
ends when either the actual RUL value or the value of the
agent's prediction reaches zero (𝑦𝑦 = 0 or 𝑦𝑦′ ≤ 0). In the first
case (𝑦𝑦 = 0), i.e. the case where the actual RUL value has
reached zero earlier than the agent's prediction, this means that
the system failure occurred earlier than the agent predicted it.
In practice, this could mean additional system damage. In the
second case, the agent predicts the failure earlier than it actually
occurred.
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In terms of the concept of reinforcement learning, the
following describes the state of the environment, and how the
agent influences the state through its actions.
State. The state 𝑠𝑠% is defined by the previous agent's RUL
)
estimation (𝑦𝑦′%'! ), and the current (𝑦𝑦%) ) and previous (𝑦𝑦%'!
,
)
)
)
𝑦𝑦%'" , 𝑦𝑦%'# , . . . , 𝑦𝑦%'* ) predictions of a primary regressor:
)
)
𝑠𝑠% = 5𝑦𝑦′%'! , 𝑦𝑦%) , 𝑦𝑦%'!
, 𝑦𝑦 ) , 𝑦𝑦 ) , . . . , 𝑦𝑦%'*
6
% %'" %'#

(6)

Agent's actions. To determine the RUL value estimation for
the current system state (𝑦𝑦′% ), an agent select and perform an
action. Selecting an action means selecting the size of the
change in agent's RUL estimation. The following possible
actions are suggested:
•
•
•

A1: 𝑦𝑦′% ← 𝑦𝑦′%'! (same as previous)
A2: 𝑦𝑦′% ← 𝑦𝑦′%'! − 1 (previous −1)
A3: 𝑦𝑦′% ← 𝑦𝑦′%'! − 𝛿𝛿; 𝛿𝛿 > 1 ∧ 𝛿𝛿 ∈ ℕ

The first action (A1) represents keeping the same value of
prediction as in the previous step, the second (A2) represents
decreasing the previous prediction by one time unit and in the
third case (A3) the previous prediction is decreased by a chosen
constant 𝛿𝛿. The value of δ is case-specific and depends on the
properties of the data under consideration, the performance and
other characteristics of the primary regressor, and the value of
𝑦𝑦′012)1 .
Reward function. The reward 𝑟𝑟%&! , that is given to an agent
after it makes an action 𝑎𝑎% in the current state, depends on the
actual RUL value 𝑦𝑦% , the current (𝑦𝑦′% ) and the previous (𝑦𝑦′%'! )
RUL values predicted by an agent, and the action 𝑎𝑎% :
𝑟𝑟%&! = 𝑓𝑓 +,4.+5 (𝑦𝑦% , 𝑦𝑦′% , 𝑦𝑦′%'! , 𝑎𝑎% )

(7)

Together with the definition of possible actions, the reward
function determines the desired agent's behaviour. In order for
the agent to predict on the safe side, the agent must receive a
higher reward when entering states where the value of 𝑦𝑦′% is
slightly lower than the value of 𝑦𝑦% (in Fig. 2 this area is shown
in green), it is penalized (negative reward) when the value 𝑦𝑦′%
is higher than 𝑦𝑦% (in Fig. 2 this area is highlighted in red) or if
the value of 𝑦𝑦′% is much lower than the value of 𝑦𝑦% , which
means that the agent is predicting a system failure much too
early (in Fig. 2 this area is highlighted in blue). An agent is
penalized if the value of 𝑦𝑦′%'! is smaller than the value of 𝑦𝑦% ,
and in such a state the agent chooses an action A3, and receives
an additional penalty if it does so in the last several cycles of
the episode (if the value of 𝑦𝑦′%'! is low). The above guidelines
and domain knowledge should be used to define the reward
function for the specific case. Fig. 4 shows one example of the
desired and three examples of the undesired agent's behaviours.
2.3.2. Input dataset
The input dataset is a set of 𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 (Eq. (8)), where each
episode 𝑒𝑒 in 𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 consists of a sequence of system states
(𝑋𝑋) and the corresponding RUL values (𝑌𝑌):
𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 = {𝑒𝑒! , 𝑒𝑒" , 𝑒𝑒# , . . . , 𝑒𝑒6 }
𝑒𝑒 = {𝑋𝑋, 𝑌𝑌}

Fig. 2. A basic concept of adjusting RUL predictions using reinforcement
learning agent.

(8)
(9)

Fig. 3. Information available to an agent when it selects an action.

The set 𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 is split into two subsets 𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 /+.%$
and 𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 /,7/ , i.e. the set of run-to-failure episodes for
training (𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 /+.%$ ) and the set of run-to-failure episodes
for testing (𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 /,7/ ) the agent:
𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 = 𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 /+.%$ ∪ 𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 /,7/ ;
𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 /+.%$ ∩ 𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 /,7/ = ∅

(10)

2.3.3. Training
Phase 1: Generating agent-training environment. At each
agent-training step, an agent must receive a reward and an
observation from the environment. According to Eq. (6), the
observation also includes the predictions of the primary
regressor. In a case where the primary regressor is generated
using a data-driven approach, it is proposed that the predictions
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of the primary regressor are obtained in the following way: For
each pair of system state 𝒙𝒙 and RUL value 𝑦𝑦 in the training
dataset, the RUL value 𝑦𝑦 ) predicted by a primary regressor
must be calculated (see Eq. (4)). This could be done using the
main principle of the K-fold cross-validation method: The set
of training episodes ( 𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 /+.%$ ) is divided to 𝐾𝐾
approximately equal parts. To train a primary regressor that
predicts the RUL value for each system state in the episodes of
the 𝑘𝑘-th part of the subset 𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 /+.%$ , the remaining 𝐾𝐾 − 1
parts are used (the RUL values of the 1st part of the training
episodes are predicted by the primary regressor, which is
trained on the data from the 2nd, 3rd, 4th, ... and 𝐾𝐾th part of the
training episodes, the RUL values of the 2nd part of the training
episodes are predicted by the primary regressor, which is
trained on the data from the 1st, 3rd, 4th, ... and the 𝐾𝐾th part of
the training episodes, and so on).
Phase 2: Training the agent by repeating the training
episodes. Based on training episodes (𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 /+.%$ ) and the
predictions of primary regressor, an agent is trained to adjust
these predictions according to additional objectives, i.e. safety,
utilization, and maintenance planning. This is done by iterating
over the training episodes and by using primary regressors'
predictions. After the end of one episode, the training process
continues with the next episode selected from the set of training
episodes. After the iteration using the last episode from the
training episodes, the agent goes repeatedly through the set of
training episodes until it is sufficiently trained or certain
conditions (e.g. the maximum number of training episode
repetitions) are met.
2.3.4. Testing
The trained agent's policy (i.e. behaviour model), is tested
on a set of episodes for testing (𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 /,7/ ) and using a
primary regressor trained on the entire set of episodes for
training (𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 /+.%$ ).
3. Case study

In this section a case study is presented in which the
proposed RUL prediction approach is applied to the aircraft
engine run-to-failure simulation dataset C-MAPSS [11]. The
purpose of this case study is to demonstrate the application of
the proposed approach. The aim is to validate the proposed
methodology and show how the approach adapts the RUL
predictions and to demonstrate the features and benefits of the
approach in a realistic case. This case study shows how the
approach using reinforcement learning can replace the usual
intermediate step of user interpretation of the RUL predictions.
Reinforcement learning allows for the simultaneous
consideration of multiple objectives that normally influence the
decision-making process when interpreting predictions. In
predicting the RUL, the requirements are: to simultaneously
maximize the utilization of the observed system, predict a
system failure in time, and facilitate planning the maintenance
of the observed system. The following example shows how the
proposed approach helps to fulfill all the above requirements
simultaneously.

Fig. 4. Desired and undesired reinforcement learning (RL) agent's behaviours:
a) desired, b) undesired - system failure predicted too late, c) undesired - system
failure predicted much too soon, and d) undesired - a large drop in the RULestimation value in the last episode cycles.

3.1. Dataset description
The C-MAPSS aircraft engine run-to-failure simulation
dataset consists of several multivariate time series. The aircraft
engine is operating normally at the beginning of each time
series and develops a fault at some point. The fault then grows
in magnitude until system failure. The dataset used for the
experiments of this study (C-MAPSS FD004-train) consists of
249 multivariate time series. 21 on-board sensors are used to
monitor the engine state by measuring speed, temperature, and
pressure at various locations. Six operating conditions and two
fault modes (high-pressure compressor degradation and fan
degradation) are simulated.
3.2. Implementation of the proposed RUL prediction
approach
The prosed approach for adjusting RUL predictions is
applied to the C-MAPSS FD004-train dataset. The whole
process (splitting the dataset, training, and testing) was
repeated ten times to ensure a more reliable assessment of the
performance of the proposed approach.
The train/test ratio at splitting the input dataset to training
and test sets was set to 70:30. Splitting was done randomly.
The supervised machine learning algorithm random forests
was used to generate a data-driven primary regressor. Scikitlearn [12], i.e. the programming library for machine learning in
Python, was used. Feature vectors for training the primary
regressor consisted of the current value, the mean value, the
standard deviation, and the average slope of the last 20 values
for each operational setting and sensor measurement.
𝐾𝐾 and 𝑦𝑦′012)1 were set to 5 and 30 respectively.
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State 𝑠𝑠% consisted of the previous RUL value predicted by
the agent, and the RUL predictions for the current state, and for
the last six cycles by the primary regressor. Features describing
a state were 𝑦𝑦′%'! , 𝑦𝑦%) , 𝑦𝑦′%'! − 𝑦𝑦%) , and the average RUL value
of the current and last six cycles predicted by the primary
regressor.
Agent's actions were 𝑦𝑦 3 % ← 𝑦𝑦 3 %'! (Action 1), 𝑦𝑦 3 % ← 𝑦𝑦 3 %'! −
1 (Action 2), and 𝑦𝑦′% ← 𝑦𝑦′%'! − 5 (Action 3).
The reward 𝑟𝑟%&! was constructed from two parts:
𝑟𝑟%&! = 𝐴𝐴 + 𝐵𝐵. Part 𝐴𝐴 was determined by the actual (𝑦𝑦% ) and
predicted (𝑦𝑦′% ) RUL value, see Fig. 5. Part 𝐵𝐵 was determined
by the agent's action and the predicted RUL value by the agent:

• 𝐵𝐵 = −50 if action = A3 and 𝑦𝑦 3 %'! < 𝑦𝑦% and 𝑦𝑦 3 %'! > 10
• 𝐵𝐵 = −100 if action = A3 and 𝑦𝑦 3 %'! < 𝑦𝑦% and 𝑦𝑦 3 %'! ≤ 10
• otherwise: 𝐵𝐵 = 0.
To train the agent, Q-learning algorithm was used. The
discount parameter 𝛾𝛾 was set to 0.95. The Q-value function
was trained using a fully connected neural network (58 input
neurons, 1 sigmoid-activated hidden layer of 116 neurons,
mean-squared-error loss function, Adam optimizer) [13]. Onehot transformation was used to transform the values of the
features describing the state 𝑠𝑠% before they entered the neural
network. The number of training episodes was set to 50,000.
The e-greedy ( e = 0.9 , 𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑 = 0.9999 ) and
learning-with-teacher method were used for the exploration.
The proposed approach was compared to two benchmark
algorithms: primary regressor (benchmark algorithm 1), and
safe primary regressor (benchmark algorithm 2). For the safe
primary regressor, the prediction 𝑦𝑦%+,-+0.8, for the 𝑖𝑖-th cycle is
calculated
as
𝑦𝑦%+,-+0.8, = 𝑦𝑦%) − 𝑚𝑚𝑚𝑚𝑚𝑚(𝑦𝑦 9.7/:+,5%;/,5 −
.;/<.9
𝑦𝑦
) where 𝑚𝑚𝑚𝑚𝑚𝑚(𝑦𝑦 9.7/:+,5%;/,5 − 𝑦𝑦 .;/<.9 ) is the
maximum value (𝑦𝑦 9.7/:+,5%;/,5 − 𝑦𝑦 .;/<.9 ) among all missed
failure examples using the primary regressor on the set of
training episodes.
The following performance metrics were used to compare
the results: the earliness of the failure prediction, i.e. the
average value of 𝑦𝑦 .;/<.9 − 𝑦𝑦 9.7/:+,5%;/,5 (metric 1), and the
number of missed failures, i.e., how often the system failure
occurred before the prediction (metric 2).

Fig. 5. One part of the reward function.
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3.3. Results
Fig. 6 shows how the agent's behaviour is improved during
the training process. Learning is most intense in the first part of
the training process in the range of 0 to 10,000 training episodes
(0 to about 200,000 agent acting steps), and then the agent
behaviour is further, but less intense improved in the range of
10,000 to 50,000 episodes (approx. 200,000 to about 1 million
agent acting steps).

Fig. 6. Average reward during training.
Table 1. Average earliness and missed failures.
Proposed
approach

Primary
regressor

Safe primary
regressor

Earliness [cycles]

13.56

-8.87

57.42

Missed failures [%]

1.6

100.0

0.0

Table 1 compares the results of using the proposed
reinforcement-learning based approach and two benchmark
algorithms. The primary regressor has the lowest value of
earliness, which means highest system utilization. But using
only the primary regressor (without additional interpretations
of its predictions) would mean a missed failure (too late
prediction) in 100 % of the examples. One way to avoid missed
failures is to use the safe primary regressor, but the drawback
of this algorithm is low system utilization (the average earliness
is 57.42 cycles). The use of the proposed reinforcement
learning-based approach allows high system utilization
(average earliness is 13.56) and a low percentage of missed
failures (only 1.6 %) at the same time. Another advantage of
the proposed approach is the progression of the agent's
predictions over the last episode cycles. This is illustrated in
the Fig. 7, which contains selected examples of episodes from
the test set that show what is the desired behaviour of the
trained agent. While the predictions of the primary regressor
are scattered, which makes it difficult to plan system
maintenance, the proposed reinforcement learning-based
approach provides stable predictions, meaning that in cycles
before the end of an episode, the predicted RUL value
decreases only by one cycle with each cycle, and at the same
time the proposed approach enables good system utilization
and predicts the failure in time.
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error. In the case study, determining the reward function
together with finding the right ways and algorithms to explore
the environment proved to be the most difficult part of
implementing the proposed approach. Further work should be
devoted to finding a suitable way to control the relative
importance of each objective, and to finding algorithms that
allow learning the agent's behavioral model more efficiently.
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